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Native language identification (NLI) is the task of determining a writer’s first language (L1) from
linguistic patterns in their second language (L2) writing (e.g., Goswami et al., 2024). It has important
applications in security and intelligence, such as narrowing down potential sources of online propaganda
and cyber threats (Hubbard, 1994). However, the growing use of generative artificial intelligence
(GenAlI) complicates this landscape: Al-assisted writing can homogenise style and potentially suppress
L1-linked cues (e.g., Sourati et al., 2025). Yet L1 traces may persist, as systematic linguistic patterns
shared by learners with the same L1 can give rise to systematic patterns in GenAl output due to its
sensitivity to prompts (e.g., Razavi et al., 2025).

Our research question is therefore whether a writer’s L1 can still be accurately predicted from learner
texts after GenAl post-editing. A total of 5,700 essays from 19 L1 groups (300 texts per group) in the
International Corpus of Learner English (version 3; Granger et al., 2020) were analysed. Each essay was
edited for grammatical accuracy and stylistic naturalness using OpenAl’s (2023) GPT-40 API, resulting
in three versions of each essay (i.e., unedited, accuracy-prompted, and naturalness-prompted).

Classification into L.1 was performed separately for the three corpora using linear Support Vector
Machines (SVMs), which have been widely adopted in previous NLI research (Goswami et al., 2024).
To mitigate the potential confounding effect of L2 proficiency, we used 16 standard lexical and syntactic
complexity measures (e.g., Covington & McFall, 2010; Lu, 2010), training an SVM on these before
adding other features.

Specifically, our focal features included the most frequent word, character, and part-of-speech (POS)
n-grams, with n = 1-4 for all feature types. These represent some of the most commonly employed
features in previous NLI research (e.g., Koppel et al., 2005). Prior to selecting specific n-grams, we
excluded topic-sensitive items based on manual inspection (word n-grams) or keyword analyses
(character and POS n-grams), resulting in several hundred n-grams of each type.

Out-of-sample classification accuracy was estimated using 10-fold cross-validation and is shown in
Table 1. Although GenAl, particularly the naturalness-oriented prompt, reduces classification accuracy
to some extent, accuracy remains far higher than the baseline (i.e., linguistic complexity features alone)
when n-gram features are included, indicating that L1 traces remain after GenAl revision.

Feature Set Unedited  Accuracy-Prompted Naturalness-Prompted
linguistic complexity 13.8% 13.8% 13.8%
+ word n-grams 60.6% 60.6% 45.4%
+ character n-grams 67.5% 63.9% 50.4%
+ POS n-grams 70.4% 65.7% 52.1%

Table 1. Out-of-sample classification accuracy

Inspection of influential features indicated that character n-grams were highly informative in
unedited texts but became less useful in GenAl-edited texts, presumably because editing reduces
unnatural character sequences, such as a white space followed by a full stop.
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The findings indicate that, although GenAl editing, especially when oriented towards stylistic
naturalness, reduces classification accuracy, Ll-related linguistic fingerprints remain sufficiently
detectable for NLI to remain viable in authorship profiling. However, the accuracy of attribution is
contingent on the extent of stylistic intervention, with extensive stylistic modification reducing accuracy
more than simple lexico-grammatical corrections.
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