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The evaluation of written essays is a fundamental task in (foreign) language teaching and
standardized assessment, historically dependent on labor-intensive human rating. Automating
proficiency classification using the Common European Framework of Reference (CEFR) (Council of
Europe, 2001) is thus a critical goal in second language acquisition research (Higgins et al., 2015;
Wisniewski, 2017). While Automatic Essay Scoring (AES) has been in development for decades (e.g.
Page's 1966 Project Essay Grader), its focused application to classifying the proficiency of English as a
Foreign Language (EFL) learners remains a growing area of inquiry. Prior studies using feature-based
and neural models have reported CEFR classification accuracies ranging from 53% to 75.4% (Ballier et
al., 2019; Caines & Buttery, 2020; Kerz et al., 2021; Tack et al., 2017). With the advent of generative
Al, initial explorations with Large Language Models (LLMSs) have shown promising but varied results,
such as GPT-4's comparable performance to other AES systems (Yancey et al., 2023) and high accuracy
from fine-tuned BERT models (Schmalz & Brutti, 2022). However, a comprehensive, systematic
evaluation of how state-of-the-art LLMs and prompting strategies perform in classifying EFL
proficiency is still needed.

This study presents a large-scale investigation into the capacity of a wide range of LLMs to evaluate
EFL writing on the CEFR scale, explicitly testing the impact of prompt design and “thinking,” the ability
of a model to generate and use intermediate reasoning representations prior to producing a response.
Using the ICLE500 corpus—a dataset of 500 learner texts with CEFR ratings from trained human judges
(Thwaites et al., 2024)—we generated 80 ratings per essay through a full factorial design. This design
involved four levels of prompt complexity (Long: including role description, task description, CEFR
descriptors, and example texts; Medium: role and task descriptions; Short: a basic instruction;
Reasoning: basic instruction + brief reasoning prompt), applied across 17 models falling into one of
three model types: “thinking” models (n = 6), “non-thinking” models (n = 8), and hybrid models
evaluated in both modes (n = 3).

The highest agreement with gold-standard ratings was achieved by the thinking model Gemini 3 Pro
using the long prompt (QWK = .754). However, linear mixed-effects modelling comparing LLM
performance to raw human ratings revealed that LLM-human disagreement was statistically
indistinguishable from human-human disagreement (p = .143). Mistral-Medium and GPT-5.1 emerged
as the most human-aligned models overall. Notably, while model-estimated marginal means showed
that the long prompt produced the most accurate ratings, in terms of absolute difference from the gold
standard (M = 0.578), the medium prompt was not far behind (M = 0.605). Furthermore, the medium
prompt produced the least biased results, measured as signed difference from the gold standard (M = -
0.108), and the most human-like results, measured as absolute difference from raw human ratings (M =
0.713).

The impact of reasoning effort was highly architecture-dependent. While "thinking" significantly
improved human alignment for GPT-5.1 (p < .001), it was detrimental for the Mistral family; the non-
thinking Mistral-Medium was significantly more accurate than its thinking counterpart, Magistral-
Medium (p < .001). Reasoning effort produced no significant difference for Claude-Sonnet-4.5 or GPT-
5.2.
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These results suggest that current LLMs achieve human-level inter-rater reliability, highlighting the
evolving potential of generative Al in educational assessment and automated data annotation for learner
corpus research. Our findings further demonstrate two surprising effects: 1) architectural reasoning
effort does not universally translate to improved linguistic assessment accuracy, and 2) increasing
prompt complexity may yield diminishing returns, as moderately detailed instructions can outperform
more elaborate ones.
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